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G0  |  20 games

no secret channel

G1  |  20 games

Lily and a
real colluder

G2  |  30 games

Lily and an auditor
who writes a notebook

G3  |  20 games

Lily and an auditor
with no notebook

Overseer: Qwen3-30B, phi-4 or gpt-oss-120b reads the public log as one prompt
and rates every seat: p_arrangement, p_auditor, verdict

+ case note + secret-channel
messages

+ platform record
(true or forged)

+ auditor report
(true or forged)

Added to the same log, one at a time: 18 prompt conditions, 90 games, 3 samples each

An overseer has to tell a planted auditor
from the colluder it joined

Source: report/rosenhan.md, Section 3. Liar's Bar, four Qwen3-30B players per game. 2



no note note names the seat,
no channel

note says the seat
joined a secret channel
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A case note naming a channel member raises
suspicion of a clean seat

Source: report/rosenhan.md, Section 4.5. 20 G0 games with no channel; one seed-chosen seat is named. 3



secret-channel messages only messages and a platform record
naming the auditor
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Near-complete exposure requires a platform
credential

Source: report/rosenhan.md, Section 4.2; results/rosenhan/exposure.json. 50 auditor games, 3 samples each. 4



record names the auditor
(true record)

record names the colluder
(forged record)
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A forged platform record inverts the
verdict

Source: report/rosenhan.md, Section 4.4; results/rosenhan/exposure.json. Inverted: colluder called the auditor, auditor called a colluder. 5



forged record only forged record, and the true record
in a system turn
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A system-turn record removes the inversion
for one overseer of three

Source: report/rosenhan.md, Section 4.4; results/rosenhan/exposure.json. Forged record stays in the user message. 6



Qwen3-30B
(reads the log)

phi-4
(reads the log)

gpt-oss-120b
(reads the log)

count of declined
challenges
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A count of declined challenges separates
colluders better than any overseer

Source: report/rosenhan.md, Section 4.1; results/rosenhan/stats*.json. AUROC, colluders vs clean seats, G0 and G1. 7



Platform checks a
signed attestation

for the auditor

Code fixes the auditor's role;
agent-written text

cannot set it

Overseer gets the role
as a fact and the channel

messages as evidence

Tested instead: a true record in a system turn stopped the forgery for 1 of 3 overseers

Verify auditor identity in code, outside
the text that the overseer reads

Source: report/rosenhan.md, Section 5. The code-level step is a proposal; this study did not run it. 8


