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Schedule for the weekend

See the website for the schedule in your local time

e Friday: Keynote [19:00 UTC] and virtual mixer
[20:00 UTC]

e Saturday: Project discussions [14:00 UTC] and
technical talks w/ Joel Leibo and Christian

Friday 19:00 (your local time): Keynote talk with Lewis Hammond and Esben Kran

SC h roed e r d e Witt [1 7: O O U TC] Saturday 14:00 (your local time): Project discussions with Lewis Hammond
o Sunday: PrOjeCt diSCUSSionS [1 4:00 UTC] p fina I Saturday 19:00 (your local time): Two technical talks from Joel Leibo, Christian

Schroeder de Witt and Sasha Vezhnevets with a 15 minute break in-between

p rese ntatio n [1 9 : O O U TC] I} a n d S u b m iS Sio n Sunday 14:00 (your local time): Project discussions with Lewis Hammond
d ea d Iin e [} 2 : O O U TC] Sunday 21:00 (your local time): Ending session with Lewis Hammond

Monday 4:00 (your local time): Submission deadline

e Afterwards: Anonymous submissions are
evaluated and contacted for collaboration
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Your goal for this weekend

Search for the most concerning failures
specific to systems of multiple Als.

e Join in groups of 1-5 to experimentally
showcase a concerning failure
e PDF submission by Sunday

o Instructions on the submission page

o Use the template: One page of text and a
visualization along with appendix

o Summary, image, link to your code...

Apart Research 3

IList all tema members], linset a fink to your code]

Project Template for the Multi-Agen

Copy this template. The project submission should be
submitted to explain the core idea within this first
page. You are allowed a figure (can include muitiple
sub-figures) and text that fills the whole of the first
page. Please do not limit yourself and add anything
extra in the appendix.

When writing, imagine that it will be a part of a chapter
i the report on multi-agent safety, ie. show the
narrative explanation of the failure case, explain the
experimental setting in context, and share your
experimental results.

The experimental section can also be replaced by a
review of existing literature on a conceptual failure
case, e.g. military escalation or

t Safety Hackathon

Plaasa nchido any reerences as ks inthe folowing
styi: Datos e f, 2020 Ctch  Kruegar, 2020
Refance hs sppandi as such |

Description of Our Experiment

In a simulated environment, multple Al agents were
programmed to graze n a dighal‘comm

ch agent was optimized to maximize its own grazing
winows any safety measures to prevent overgrazing.
Eventually, the commons were depleted, leading to a
failure state where all agents "starved."

‘This example highiights the need for safety
mechanisms tht ain ndiidual agent cbjectives with
global, long-term

In multi-agent scenarios.

Figure T An overview of our multi-agent
and red the

parameter court, alue agent
exiilration behavior.

insert links to any attachments here]
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https://docs.google.com/document/d/14nawdCyWQEZKo_ar2X-6J2rK9VLiFjWlISGr8ds_exo/edit?usp=sharing

Hacking across the Globe

e (Code of Conduct

e Locations #
o EffISCIen ces at E N S U I m Multi-Agent Safety Hackathon at Center on Long-Term Risk (London)

CLR offices are hosting a hackathon site from 10am-10pm UK time on Saturday and Sunday.

SAIA at Stanford University
Center on Long_Term R|Sk |n London Multi-Agent Safety Hackathon with EffiSciences (Paris)

The French AIS hub host the hackathon in Paris, 45 rue d'Ulm (moving rooms during the week-end)

LAIA at EPFL in Switzerland RN @ e
Apa rt |n Copen hagen Stanford Al Alignment Multi-Agent Hackathon

Stanford Al Alignment i hosting a local site in the Gates CS building all day Saturday and Sunday! Watch the SAIA
email list/Slack if you're already on i, or contact gmukobi@stanford.edu to join!

e Country-specific channels on Discord e [
e Write any questions in the #2 | questions  [wsmsiey et e
channel! Lewis and others will be
. . . Copenhagen Multi-Agent Safety Hackathon
m 0 n Ito rl n g t h I S C h a n n e I defruste ;::uprerr;::iecr;‘ c:) ltj::)nne';i!bu'e 1o exciting research within multi-agent safety research. We will provide food and

VISIT EVENT PAGE S‘;\\? Copenhagen, the Apart Offices

O O O O

VISIT EVENT PAGE  =PFL EPFL
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Alignment Jam

e ~Monthly hackathons on research and
governance related to Al safety

e We appreciate your feedback

e Upcoming research challenges | [ ———

Relating induction heads in Transformers to temporal context model in

o Delft Entrepreneurship Al Safety Hackathon w/ human free recall

Ji-An Li | Interpretability hackathon

EntrepreneurFirst (November) Data Taxafion

Joshua Sammet, Per Ivar Friborg, William Wale | Al Governance Hackathon hackathon

o Al governance research sprint in December /

Automated Sandwiching: Efficient Self-Evaluations of Conversation-

J a n u a ry Based Scalable Oversight Techniques

Sophia Pung, Gabriel Mukobi | ScaleOversight hackathon | February 12, 2023

e See projects here from previous finished B e s s o

NELULTS y 22,2023

C h a | I e n g e S h e re Discovering Latent Knowledge in Language Models Without

Supervision - extensions and festing

Exploring the Robustness of Model-Graded Evaluations of Language

Agatha Duzan, Matthieu David, Jonathan Claybrough | Al Testing hackathon |

o N On = prOfit prOjeCt December 18, 2022

Apart Research 5 September, 2023
Multi-Agent Safety Hackathon


https://ais.pub/eval
https://lu.ma/ua7pzcop
https://alignmentjam.com/projects
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e— ENTREPRENEUR

Alignment Jam

We organize monthly
hackathons to engage people
across the world (all 7
continents!) in technical Al
safety. Browse our upcoming
events here.

See all events

Subscribe to the calendar

Join our community

See the top research entries

FIRST

#8% UNIVERSITY OF
%“§» CAMBRIDGE

Finding Failure Cases in
Multi-Agent Al Systems

Co-author research opportunity
with Cooperative Al Foundation

‘¥ $2,000 in prizes

With cooperativeai.org
alignmentjam.com/jam/multiagent

Currently happening Global

Multi-Agent Safety Hackathon

As Al systems proliferate and become increasingly agent-like, they will interact with each
other and with humans in new ways. These new multi-agent systems will create entirely
new risk surfaces.

WHERE WHEN

EPFL September 29, 2023
Center on Long-Term Risk October 1, 2023
ENS Ulm, Paris

...and more

Safeguarding

Human Agenc \
Against A(G Z;\ e Oy

Global Ended

September 8, 2023
Agency Foundations Challenge

Global Ended

August 25, 2023
Distillation Write-a-thon 2.0

With collaborators and previous keynote speakers from...

0 DeepMind

NYU

UNIVERSITY OF

FORD @OpenAI



Submitting your project

All information should be in the template
One-pager for judging

Appendix for any extra content
Submit under the "Submit" tab

Submit your project for the hackathon!

Several projects have ended up as
publications! See them here
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Prizes and judging

e Winners receive $1,000! i ‘

© 2nd place- $5OO Lewis Hammond Jesse Clifton Akbir Khan
. Executive Director of the Executive Director at Center on Research analyst at the Cooperative
o 3 rd p I a Ce . $ 2 5 O Cooperative Al Foundation Long-Term Risk and research Al Foundation and UCL PhD in
analyst with the Cooperative Al scalable oversight
o 4th place: $150 Judgs

o Random prize: $100
e Judging criteria
o Compelling Narrative & Easy to Understand | %

o Focus on Multi-Agent & Frontier Systems
o Easily Replicable

e Co-authoring the report on

. . Alan Chan Jason Hoelscher- Fazl Barez
M u Itl -— Ag e nt R I S k PhD student at MILA, Université de Obermaier Research Director at Apart
Montréal Research, PhD in robotics and
Research Lead at Apart Research,
M PhD in experimental physics,
e Thank you to our judges! Judge

Judge

control

Judge
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Hackathon Spirit

e Remember to have fun! ﬂ

e Chance to learn and develop your ideas}
with concrete experiments

e You'll be surprised (see previous
project here)

e Coordinate with your team: All-nighters
with energy drinks, constant online
co-working, chill learning?
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Feedback & images

e Respond to our feedback
survey and get a free book
about Al safety!

e Submit your images of you
hacking away under the
"images" tab
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