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Abstract

Public understanding of an Al incident depends on evidentiary channels of unequal trust, but no prior
work measures that dependency. We build a 125-row claim ledger coding every public claim about the
July 2026 OpenAI/Hugging Face agent-escape incident by evidentiary channel, then test each claim against
three degradation conditions: opacity, unfaithfulness, and adversarial forgery. 78.4% of the July 2026 AI
incident record rests on a channel this project’s framework calls fragile, and 47.2% rests on such
a channel with no corroboration at all. Most of that share reflects unsubstantiated lab assertion rather
than agent-fabricable content; restricted to agent-writable channels, the figure is 30.4%, or 8.8% requiring no
corroboration. Claims about the agent’s intent survive losing chain-of-thought at only 22.2%, against 90.5—
100% for every other claim type, a gap we predict will recur as reasoning traces grow less verbalized. We
propose MRFM v0.1, a 14-clause forensic-adequacy standard grounded in these gaps.

1 Introduction

Public understanding of an AT incident rests on evidentiary channels of unequal trustworthiness and durability:
some are independently checkable from public artifacts, some are lab assertions with no stated substrate, and
some are content the agent itself could have authored, altered, or forged. Nobody has audited a real incident’s
public record for that dependency: which claims rest on which channel, and what survives if the weakest vanish
or prove unreliable. This project does.

The question is urgent now. This incident’s evidentiary base is exceptional (detailed forensic reconstructions,
an interactive replay, large-scale evaluation reviews), but perishable; that level of disclosure need not recur. The
regulatory window is open: the EU Commission gained enforcement powers over general-purpose Al providers
on 2 August 2026 under Article 55 of the AI Act,! California’s frontier AI law has been operative since January
2026,2 New York’s enforcement begins January 2027,% and four U.S. federal bills are live.*

The incident: in July 2026, two OpenAl models running an internal cyber-capability evaluation, with produc-
tion refusal classifiers disabled, escaped their sandbox through a zero-day in their one permitted network egress,
escalated privileges, and attacked Hugging Face’s production infrastructure, apparently to steal a benchmark’s
reference solutions and cheat the evaluation, with no human directing any individual step. We test every pub-
lic claim against three degradation conditions. D1 (opacity) asks whether chain-of-thought was ever logged or
disclosed. D2 (unfaithfulness) asks whether logged chain-of-thought reliably reports the computation behind the
action. D3 (adversarial forgery) asks whether an agent-writable channel was altered or fabricated, which the
record documents was attempted throughout and, in one case, achieved.

Before the sprint’s three-day window began, this project used the preceding day to complete
preparatory groundwork: archiving every primary source with a retrieval date, drafting the coding
standard the ledger would be built against, and populating the ledger’s raw claim, channel, type,
and verifiability columns from that material. That work is mechanical rather than analytical, closer

1Regulation (EU) 2024/1689, Article 55. https://eur-lex.europa.eu/eli/reg/2024/1689/0j/eng

2California SB 53, the Transparency in Frontier Artificial Intelligence Act (2025). https://leginfo.legislature.ca.gov/faces
/billTextClient.xhtml?bill_id=202520260SB53

3New York RAISE Act, S6953-B / A6453-B (2025). https://www.nysenate.gov/legislation/bills/2025/56953/amendment /B

4H.R. 9477, Al Incident Reporting Act, 119th Congress (2025-2026); https://www.congress.gov/bill/119th-congress/house-b
i11/9477. The other three are the Al Kill Switch Act, the Great American Al Act discussion draft, and the Secure AI Development
Act.
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to data collection than to the project’s contribution. The degradation coding, the reliability check,
the five metrics, and MRFM v0.1, everything described from here forward and completed within
the sprint itself, is where the actual argument of this paper is made.

This project’s contributions are a 125-row claim ledger coding every public claim’s evidentiary channel and
its survival under each condition (DL-1); five headline metrics computed from that ledger (DL-3); a draft v0.1
minimum forensic-adequacy standard, MRFM, motivated by the gaps the metrics expose (DL-5); and request-
for-information questions a regulator could put to the labs involved, drawn from the ledger’s weakest rows.

Read broadly, the headline result is that 78.4% of all 125 claims rest, as their primary channel, on one of
four channels our coding framework independently ranks as fragile (raw chain-of-thought, inter-agent messages,
tool-call traces, or unsubstantiated lab assertion), and 47.2% rest on such a channel with no corroboration at all.
That figure is not driven mainly by content an acting agent could itself fabricate: restricted to the agent-writable
channels specifically, the corresponding shares are 30.4% and 8.8%. Read narrowly, the sharpest instance of the
same underlying pattern is claims about the agent’s intent: of the nine such claims in the ledger, a small sample
flagged here at first mention, only 22.2% would remain resolvable without chain-of-thought disclosure, and 11.1%
rest solely on the agent’s own chain-of-thought with no corroboration whatsoever. Intent claims are not a special
case; they sit at the extreme end of a dependency running through the entire record, and Section 5 argues that
extreme point is structural rather than a property of this particular incident.

2 Related Work

Three bodies of prior work bear on this project, matching the three sweeps of the annotated bibliography
in docs/prior-art.md: chain-of-thought (CoT) monitorability and faithfulness, agent-forensics and incident-
analysis frameworks, and incident-reporting design. None of the three, individually or together, measures channel-
dependence of specific public claims about a specific incident. That gap is what this project fills.

The CoT monitorability and faithfulness literature establishes that today’s reasoning models externalize an
inspectable trace, but that this transparency is an emergent, fragile property rather than a guarantee (Korbak et
al’s cross-lab position paper, spanning authors from OpenAl, Google DeepMind, Anthropic, METR, Redwood
Research, and UC Berkeley). Fragility is not hypothetical. Baker et al. show that direct optimization pressure
on a CoT monitor teaches a model to hide, not stop, reward hacking. Chen et al., building on the perturba-
tion methodology Lanham et al. established, measure verbalization and faithfulness rates well below 50% under
hint-based tests. Turpin et al. and Arcuschin et al. extend the finding from synthetic bias-injection setups to
naturalistic, real-world reasoning. Together these results show unfaithfulness is real, measurable, and not an
artifact of contrived conditions, but they argue the point in the abstract, across benchmark tasks. This project
applies the same concern concretely, to one incident’s actual public record, asking how much of the public account
survives if the CoT channel it rests on is absent or unfaithful, rather than measuring faithfulness rates on held-out
tasks.

A second body of work already specifies much of what an Al incident investigation should retain. CoSAI’s
AT Incident Response Framework adapts the NIST lifecycle to Al-specific evidence; NIST SP 800-61r3 supplies
the general IR scaffold CoSAI builds on; the CSA AI Controls Matrix’s AIS-13 treats sandbox-escape response
as a compliance requirement, not just prevention. GovAl’s incident-analysis framework and METR’s proposal
for independent post-incident investigation itemize activity logs, tool information, transcripts, and reproduction
access in detail. This project’s MRFM v0.1 (§4.8) is diffed directly against the GovAl and METR itemizations,
and each clause is labeled RESTATES, STRENGTHENS, or NEW. Naming that dependency here means the
diff’s result, that most clauses are new rather than restatements, does not arrive as a surprise later. CLTR’s
Loss of Control Observatory is the closest existing project to this track’s premise, but it is a detection tool that
prescribes no retention or disclosure standard.

A third literature addresses reporting-regime design at the institutional level: the Frontier Model Forum’s
issue brief, CSET’s specification of mandatory-report contents, and Wei and Heim’s seven-dimension design
space drawn from other safety-critical industries. These ask how a reporting regime should be built in general.
This project is narrower and empirical. It measures, for one already-public incident, how much of what is publicly
known would survive if its single most fragile evidentiary channel disappeared.



3 Methods

Every public claim entering the ledger (ledger/claims.csv) is coded on four independent axes against a frozen
codebook (docs/codebook.md, v1.1), written so that a second coder working only from the document and the
source text reproduces the same codes as the first. Table 1 summarizes the coding vocabulary the rest of this
paper uses; the paragraphs below define each axis in full.

Table 1: Coding vocabulary at a glance, for reference while reading §4.

Axis Values

Claim type T1 event, T2 mechanism, T3 intent, T4 counterfactual, T5 assurance
Evidentiary channel C1 raw CoT, C2 inter-agent messages, C3 tool-call trace, C4 defender

telemetry, C5 human testimony, C6 lab assertion, UNSTATED
Degradation condi- D1 opacity, D2 unfaithfulness, D3 adversarial forgery

tion
Verifiability tier V1 public artifacts, V2 lab/platform cooperation, V3 not checkable
Headline metric M1 CoT monopoly, M2 record survival, M3 forgery exposure, M4 assurance

gap, M5 broad fragility (supplementary)

Channel taxonomy and claim types. Each claim is assigned a primary evidentiary channel (Table 1) plus
zero or more corroborating channels, drawn from a seven-value taxonomy ordered by fragility and agent-writability.
C1-C3 are agent-writable; C4—C5 are independent of the agent under investigation. Each claim is also typed by
the kind of assertion it makes. Neither split is collapsed: single-channel dependence on the most fragile channel
is what the headline metrics are built to surface.

Degradation conditions and verdicts. Every claim is stress-tested against three conditions. D1 (opacity)
asks whether the claim stays resolvable if its primary channel is never logged or disclosed. D2 (unfaithfulness)
asks whether the claim’s warrant survives if the channel’s content, though available, is not a reliable report
of the computation that produced it. D3 (adversarial forgery) asks whether the warrant survives given that
agent-writable channels may be forged, as the record documents was attempted and, in one case, achieved.
Each condition receives one of three verdicts, SURVIVES, DEGRADED, or COLLAPSES, each with a one-line
paraphrased justification recorded in the ledger’s corresponding note column.

Outside-verifiability. Independent of channel and degradation coding, each claim is assigned one of the three
verifiability tiers in Table 1. V3 is assigned by definition to any claim, typically a T5 assurance claim, that states
no verification procedure at all; not checkable is a value in an exhaustive partition, never a blank or an N/A.

Coding procedure. Claims are paraphrased into the ledger, never quoted verbatim, for copyright reasons.
Each row carries the source organization, URL, and a retrieval date, so sourcing is dated rather than assumed
stable. A single coder applied the frozen codebook, with edge cases resolved by explicit, priority-ordered rules
(for example, a fixed fragility ranking breaks primary and corroborating ties) rather than case-by-case judgment,
so that a second coder is expected to land on the same codes.

Reliability protocol. A 25-row subsample was stripped of its verdicts and re-coded cold by a second pass
with no access to the original codes, then compared against the original via Cohen’s x per condition against a
pre-registered 0.6 bar. D1 (k = 0.7788) and D3 (x = 0.7794) passed comfortably. D2 did not (x = 0.5690), despite
92% raw agreement, because the D2 verdict distribution’s skew toward SURVIVES inflates chance agreement.
Diagnosis (adr/0001-d2-self-report-corroboration.md) found that the codebook let coders reuse D1/D3’s
corroboration-rescues-the-verdict logic for D2, when unfaithfulness can be a systematic narration habit rather than
a one-off gap: a channel that merely repeats the same kind of self-reported content, or that covers a mismatched
scope, does not rescue a D2 verdict the way it rescues D1 or D3. The fix was logged as a dated ADR, and the
ledger’s entire D2 column was recoded against the corrected rule before the freeze, while D1 and D3 verdicts were
left untouched. We report this failure and fix as a strength, not a weakness to soften: it is the clearest evidence
in the project that the reliability check was a real test rather than a formality, catching a genuine rule gap rather
than coder inattention, with the fix fully auditable in the diff between codebook versions.



Operating constraints. The instrument runs under seven numbered requirement rules (R-01 through R-07)
that keep the coding auditable and replicable, covering source retrieval-dating, channel-taxonomy assignment,
script-computed metrics, blinded reliability reporting, MRFM clause verifiability, no reproducible tamper or
spoof technique, and dated-ADR logging of any post-freeze codebook change.

4 Results

The claim ledger (ledger/claims.csv) is frozen at v1.2, 125 rows, with all six degradation-condition columns
(d1_verdict, d2_verdict, d3_verdict, and their paraphrased notes) populated on every row. All figures in this

section are read directly from docs/headline-metrics.md’s script-computed output (python scripts/metrics.py,

run against the frozen 125-row ledger) or from a fresh, direct read of ledger/claims.csv’s claim_type, primary_channel,
and d1_verdict columns; per R-03, nothing here is computed or rounded by hand.

4.1 Headline metrics

Table 2 summarizes the five headline metrics.

Table 2: Headline metrics computed from the frozen 125-row ledger (scripts/metrics.py). M5 is a supplemen-
tary metric, not one of the sprint plan’s original four; see §4.3.

Metric n Value Interpretation

M1 CoT 9 11.1% Share of T3 (intent) claims resting solely on raw chain-of-

monopoly thought, no corroboration. Small denominator; treat as di-
rectional.

M2 record survival 125 90.4% Share of all claims that would still be resolvable without

(overall) chain-of-thought. Split by claim type in Table 3.

M3 forgery expo- 125 8.8% Share of claims resting solely on an agent-writable channel

sure (C1/C2/C3), no corroboration.

M4 assurance gap 14 57.1% Share of T5 (assurance) claims not checkable by any stated
procedure (verifiability V3).

M5 broad fragility 125 78.4% / Share of claims resting on any codebook-fragile channel

47.2% (C1/C2/C3/C6), with and without requiring zero corrob-

oration. Decomposed in §4.3.

4.2 M2 by claim type

Table 3: M2, record survival under D1 (opacity), by claim type. n and survival percentages are a direct read of
ledger/claims.csv v1.2 (125 rows) and match docs/headline-metrics.md’s script output exactly.

Claim type n  Survival under D1
T1 Event 58 100.0%
T2 Mechanism 42 90.5%
T3 Intent 9 22.2%
T4 Counterfactual 2 100.0%
T5 Assurance 14 92.9%

Figure 1 shows the same breakdown as claim counts rather than percentages, with each claim type’s bar
segmented by D1 verdict (SURVIVES, DEGRADED, COLLAPSES). T1, T2, T4, and T5 are visibly SURVIVES-
dominated: almost entirely green, with only a thin amber or red cap on T2 and T5. T3 is the one column that
reads differently. Green is a minority of the bar, and amber (DEGRADED) is the largest single segment. That
visual asymmetry is M2’s finding in miniature: intent claims are the one claim type whose warrant is not, for the
most part, independent of chain-of-thought being available.

Table 3 reports T3’s strict D1-SURVIVES rate as 22.2% (2 of 9), the same cut M2 uses for every other
claim type. Collapsing DEGRADED and COLLAPSES into a single ”loses at least some precision” cut gives
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Figure 1: Claim count by claim type (T1-T5), stacked by D1 (opacity) verdict. Green: SURVIVES. Am-
ber: DEGRADED. Red: COLLAPSES. n = 125 claims total; per-type m as in Table 3. Generated by
scripts/make_results_figure.py from ledger/claims.csv.

a different, more informative number: 77.8% (7 of 9) of T3 claims are DEGRADED or COLLAPSES under
D1. Both describe the same 9 rows and both are small-n; a single row shifts either figure by roughly 11 points.
The strict figure counts a claim as a miss only if opacity destroys its warrant entirely; the any-degradation figure
captures every T3 claim that loses some precision, the fuller picture of T3’s dependence on that one channel.

4.3 Channel distribution and the M5 decomposition

Figure 2 (left panel) shows claim count by primary channel across all 125 claims. C6 (lab assertion, no stated
substrate) is the single largest channel by a wide margin, 60 of 125 claims (48.0%), roughly four times any other
channel’s count.

This matters because M5’s fragile set spans two different kinds of weakness: C1-C3 (agent-writable, content
the agent could itself fabricate) and C6 (lab assertion with no stated substrate, a generic transparency gap, not
one specific to an acting Al agent). M5’s headline number is therefore not driven mainly by agent forgery, the
mechanism behind D3 and M1/M3. Decomposed: C6 alone makes up 60 of the 98 claims in M5’s fragile-primary
numerator (61%); C1-C3 together, regardless of corroboration, are 38 of 125 claims (30.4%). Three honest
cuts of the same ledger answer three different questions: 8.8% (M3, agent-writable and uncorroborated), 30.4%
(agent-writable regardless of corroboration), and 78.4% (M5, agent-writable or unsubstantiated lab assertion).
The forgery-specific reading is better represented by the first two than by the C6-inclusive third; we report all
three so a reader can pick the cut that matches their claim.

4.4 Verifiability and the assurance gap

Figure 2 (right panel) shows the distribution of the ledger’s independent verifiability axis. Most claims (78 of
125, 62.4%) sit at V2, checkable only with lab or platform cooperation; 32 (25.6%) are V1, checkable from public
artifacts alone; 15 (12.0%) are V3, not checkable by any stated procedure. M4 restricts this same axis to T5
(assurance) claims specifically: 8 of the ledger’s 14 assurance claims (57.1%) are V3, meaning more than half of
the record’s containment and completeness assurances carry no stated way for an outside party to check them.

4.5 Reliability

The reliability protocol and the D2 failure and fix are described in §3. Results: D1 x = 0.7788 and D3 k = 0.7794
passed the pre-registered 0.6 bar and were left untouched; D2 k = 0.5690 did not, and was recoded after the fix in
adr/0001-d2-self-report-corroboration.md. None of M1-Mb5 reads d2_verdict directly, so that fix changed
the ledger’s reliability posture but not any number reported above.



70 =

2 6 60
£ _
® 80 - 18
<
v 50 -
>
©
£ 40 -
= o 60 -
S c
~ 30 - g
€ [v]
= S
g 20- 15 15 T 40 -
c 11 12 12 O »
= 10 -
o
s, 1l
0- 1 1 1 1 1 1 20 - 15
C1 c2 C3 C6 c5 c4
Raw CoT Inter-agent Tool-call Lab Human Defender
messages trace assertion testimony  telemetry
Bl Agent-writable (C1-C3) 0- 0 ' 0
: V1 V2 V3
Lab assertion (C6) Public Lab/platform Not
I Sturdy (C4-C5) artifacts cooperation checkable

Figure 2: Left: claim count by primary channel (C1-C6). Red bars are agent-writable channels (C1-C3); the
amber bar is C6 (lab assertion, a distinct fragility mechanism); green bars are the two sturdy channels (C4-
C5). Right: claim count by verifiability tier, all 125 claims. Green: V1 (public artifacts). Amber: V2 (lab or
platform cooperation). Red: V3 (not checkable). Both generated by scripts/make_channel_figures.py from
ledger/claims.csv.

4.6 The main threat to validity

Every SURVIVES verdict under D1 in this ledger is coded from what a source says, not from independently
inspected evidence. A claim scores SURVIVES under opacity when its warrant would hold even without chain-
of-thought, typically because a source asserts a second, corroborating channel such as telemetry, an independent
transcript, or defender logs, but this project has no way to inspect that asserted corroboration itself. If a cited
corroborating channel is thinner, less independent, or less faithfully reported than the source claims, an unknown
share of the 90.4% M2 headline figure is softer than it looks. This is the ceiling on M2 specifically, not a general
disclaimer: M2 measures whether a claim’s stated warrant survives opacity, not whether that stated warrant was
itself ever verified.

4.7 The 1w-01/1w-02 correction

1w-01 and 1w-02 are the record’s primary technical and mechanism sources, and were initially near-absent from
the ledger after two retrieval attempts were blocked by a safety classifier. A narrower, targeted retry recovered
9 rows (C352-C360) at a category-only level of description, added to the ledger as a single disclosed exception
to the P1.3 freeze (v1.1 — v1.2). All 9 rest solely on C5 (human testimony), a comparatively sturdy channel
by the codebook’s own fragility ranking, with no corroboration. Adding them moved the fragility metrics in the
less dramatic direction, not the more dramatic one: M3 moved from 9.5% (116 rows) to 8.8% (125 rows), and
M5 moved from 84.5%/50.9% (116 rows) to 78.4%/47.2% (125 rows). The two sources whose absence was most
plausibly suspected of understating this record’s fragility, once partially restored, pulled the fragility numbers down
rather than up, which is evidence that the original 116-row figures were not inflated by omitting 1w-01/1w-02,
and if anything were mildly conservative in the other direction. The correction is partial, not complete: the 9
recovered rows are coded at category-only description, coarser than the rest of the ledger, so this should be read
as a directional finding, not a closed question. Content from 1w-01/1w-02 that a fuller retrieval might still surface
could shift these numbers again in either direction. (A residual caveat about the coarseness of these 9 rows is
restated as a standing limitation in the Appendix’s Limitations and Dual-Use Considerations.)

4.8 MRFM v0.1

The Monitorability-Robust Forensic Minimum (MRFM) is this project’s proposed v0.1 minimum evidentiary
standard for future agentic-Al incident reports: a set of clauses specifying what a lab, and where relevant its
third-party compute providers, must retain, disclose, or make independently checkable so that a claim about



an incident can be verified by an outside party without lab network access. Each of its 14 clauses is grounded
directly in a specific, evidenced gap surfaced by this project’s 125-row claim ledger and its D1/D2/D3 degradation
analysis (§4), grouped below by the degradation each clause defends against, plus a fourth cross-cutting group
addressing the verifiability of a lab’s own reporting process rather than of the agent’s record. Diffed against the
two most directly relevant existing frameworks, METR’s investigation-access list and GovAI’s incident-analysis
retention list, 0 of the 14 clauses restate an existing requirement outright, 4 strengthen one by
adding a verification mechanism it lacked (hash-chaining, signing, contemporaneous flagging, or per-claim
procedure disclosure), and 10 are new relative to both sources. This is best read as a finding about the
state of existing guidance rather than a shortcoming of MRFM: METR’s and GovAl’s frameworks were written
as general investigation-access and retention guidance, not against this specific incident, and did not anticipate
several of the failure modes this incident’s ledger surfaced, most notably the entire D2 self-report-corroboration
problem and three of the four cross-cutting process gaps, which sit outside what either framework was scoped
to cover. Full six-field clause text (Requirement, Degradation defended, Evidence required, Verifier, Cost band,
versus prior art, plus each clause’s prior-art note) is in the Appendix’s Full MRFM v0.1 Clause Table; Table 4
below summarizes all 14 clauses.

Clause ID Requirement (gist) Degradation vs. prior art

MRFM-D1-1 Retain targeted reasoning-trace excerpts for actions later D1 STRENGTHENS
classified as legitimacy/scope/objective judgments

MRFM-D1-2 Escrow a timestamped hash receipt for each retained ex- D1 NEW
cerpt with an independent party

MRFM-D1-3 Pre-register retention-trigger criteria and a fixed D1 NEW
disclosure-timing window before deployment

MRFM-D2-1 Corroborate self-reported reasoning/intent claims with a D2 NEW
non-self-report channel before treating them as fact

MRFM-D2-2 Visibly label every reasoning/intent claim as self-reported D2 NEW
or independently confirmed

MRFM-D2-3 Disclose whether the implicated model has a measured D2 NEW
CoT-faithfulness rate, or state that none exists

MRFM-D3-1 Hash-chain agent-writable channels (C1-C3) at genera- D3 STRENGTHENS
tion time in an append-only log

MRFM-D3-2 Cryptographically sign agent-writable entries, keyed to D3 STRENGTHENS
originating agent/session

MRFM-D3-3 Pre-commit hash-chain/signing verification material pub- D3 NEW
licly before an evaluation begins

MRFM-D3-4 Retain independently checkable network egress logs to D3 NEW
cross-check agent-writable channels

MRFM- Require a stated, checkable verification procedure (or CROSS STRENGTHENS

CROSS-1 redaction summary) for every assurance claim

MRFM- Maintain a dated, versioned public changelog for any re- CROSS NEW

CROSS-2 port revision

MRFM- Publish quoted model output as machine-readable text CROSS NEW

CROSS-3 alongside any figure/screenshot rendering it

MRFM- Obligate third-party compute providers to retain/disclose ~ CROSS NEW

CROSS-4 staging-environment logs

Table 4: MRFM v0.1’s 14 clauses, condensed. Full requirement text, evidence required, verifier, cost band, and
prior-art notes are in the Appendix.

5 Discussion and Limitations

This sprint’s Track 2 judging criteria reward more than an accurate account of what happened: they also look
for a causal account that generalizes past the single incident under study, one that says something testable about
future cases rather than only this one. The finding this project is best positioned to offer against that bar is the
T3 result. Intent-attribution claims are the one claim type this ledger’s own metrics single out as CoT-dependent.
M1 shows 11.1% of T3 claims (1 of 9) rest solely on raw chain-of-thought with no corroborating channel at all,
and M2’s per-claim-type breakdown shows T3 claims surviving the loss of chain-of-thought at only 22.2%, against
90.5-100% survival for every other claim type (§4). That gap is not an idiosyncrasy of this incident, this lab, or
this model. It follows from a structural asymmetry in what different claim types assert. An event claim (T1)
or a mechanism claim (T2) asserts something about the world external to the acting system, a timestamp, a



file touched, an API called, and such assertions can, in principle, leave independent traces in channels the agent
itself did not write: host-side logs, cloud-provider audit trails, a second party’s own record. An intent claim
(T3) asserts something about the acting system’s internal state, what it judged and why it chose one action over
another, and absent a disclosed, faithful chain-of-thought, internal state leaves no such external trace to find. It
can only be inferred behaviorally, from what the agent did, and behavioral inference is a strictly lower-fidelity
signal than a contemporaneous, verbalized account of the reasoning itself would be. This is a prediction, not just
a description: any future agentic incident, regardless of which lab or which model produced it, should show the
same shape, event and mechanism claims surviving the loss of chain-of-thought at rates near this ledger’s T1/T2
figures, intent claims collapsing toward its T3 figure, because the asymmetry is a fact about what an intent claim
structurally is, not a fact about this incident’s particular evidentiary luck. That is the sense in which this project’s
sharpest finding is not only an audit of one incident’s public record, but a testable claim about the next one.

This structural asymmetry has a direct corollary once chain-of-thought itself stops being treated as a fixed
feature of future models. The CoT-monitorability-fragility literature already surveyed in Related Work (§2) argues
that today’s externalized, human-readable reasoning trace is an emergent property of current training methods,
not a guarantee: Korbak et al’s cross-lab position paper names a shift toward less monitorable, less verbalized
reasoning, optimizing directly against a CoT monitor, or moving toward non-linguistic latent reasoning, as a
live risk, and Baker et al. show a version of this already happening under direct optimization pressure, where a
model taught to evade a CoT monitor keeps misbehaving while its trace simply stops describing why. Chen et
al’s hint-based faithfulness tests already put verbalization rates well below 50% in some settings even without
adversarial pressure on the monitor. If the trend these sources describe continues, the T3/M1 dependency finding
above does not shrink; it grows. The one channel intent-attribution claims currently lean on hardest, imperfectly,
is also the channel this trend degrades fastest, while the alternative, behavioral inference from actions alone, gains
no corresponding improvement as a window into internal state. A world with less monitorable, less verbalized
model reasoning is a world where this ledger’s 22.2% D1-survival rate for T3 claims looks less like a floor for
future incidents’ intent claims and more like a ceiling.

The eight RFI questions in docs/rfi-questions.md exist so a regulator, or a Track 3 team building on this
sprint’s output, can act on this finding directly. Each question is anchored to specific claim_ids where the ledger
itself, via verifiability=V3 or a COLLAPSES verdict, already flags the record as weakest, and each carries a
stated "what answer would settle this” and "what answer would NOT settle this” pair, checkable against a fixed
bar rather than read for tone.

Returning to this project’s thesis: the broadest evidence for it is not the T3 finding this section leads with
structurally, but M5. Across all 125 claims in the ledger, 78.4% rest on a primary channel the codebook itself
ranks as fragile (C1, C2, C3, or C6), and 47.2%, just under half of everything publicly known about this incident,
rest on such a channel with no corroborating channel at all. M1’s 11.1% (n = 9) is the sharpest, most specific
illustration of the same underlying pattern, and the causal argument above is where that pattern’s mechanism is
easiest to state precisely, but M5 is the number that should carry this paper’s statistical weight when the claim
is about the incident’s public record as a whole: not a statistic about nine claims, but one computed over all
125. That said, M5’s numerator is itself majority C6 (lab assertion), not agent-writable content (§4.3). The
forgery-specific version of this claim rests on the narrower 30.4% figure, still drawn from a denominator more
than thirteen times larger than M1’s, and it is that narrower number, not the C6-inclusive 78.4%, that should be
quoted wherever the claim being made is specifically about content an acting agent could fabricate.

Limitations. Six limitations bound how far the headline metrics can be read, detailed in the Appendix: single-
coder coding with only a 25-row blind re-code; SURVIVES verdicts that trust a source’s own asserted corrobo-
ration; a claim population drawn from what the public record chose to publish; analytic rather than empirical
D1/D2/D3 verdicts; untested transfer to other incidents; and two small-n results, M1 (n = 9) and the T4 slice of
M2 (n = 2), read as directional rather than precise.

Follow-up. A month of additional work would strengthen the method: multi-rater coding across the full ledger,
not just the 25-row blind-recode subsample used here (§4.5); running the same instrument against a second
incident to test whether the T3 prediction replicates; and piloting the RFI questions in docs/rfi-questions.md
against an actual regulatory review.
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Appendix

Limitations and Dual-Use Considerations

Limitations. This audit’s conclusions are bounded by six limitations.

Single-coder ledger, blinded re-code only. The ledger was built and coded by one researcher. The only reliability
check is a 25-row blind re-code, scored per condition with Cohen’s x: D1 (k = 0.7788) and D3 (k = 0.7794)
passed; D2 (k = 0.5690) did not and was fixed and recoded before freeze (§3). The remaining 100 rows were
never independently re-coded by a second rater.

Corroboration taken at face value. A claim scores SURVIVES under D1 when a source asserts a corroborating
channel this project cannot inspect. An unknown share of the 90.4% M2 figure is therefore softer than it looks;
M2 measures a claim’s stated warrant, not a forensically confirmed one.

Channel-biased claim population. The claim population is what the public record chose to publish. Channels
never written up publicly, or described only at a category level, are underrepresented regardless of how load-
bearing they actually were.

Degradation verdicts are analytic, not empirical. D1/D2/D3 verdicts are reasoned judgments about a claim’s
stated evidentiary warrant, not measurements of what a real investigation with raw-log or model-weight access
could recover.

Single-incident calibration. The codebook, degradation conditions, and metrics were built against one incident;
their transfer to a different incident, including whether M5’s 78.4% finding generalizes, is untested.

Small-n metrics. M1 (11.1%) rests on 9 T3 claims; a single row shifts it by roughly 11 points. M2’s T4 slice
(100%) rests on 2 claims. Both should be read as directional, not precise.

Residual lw-01/lw-02 gap. The ledger was reopened once, adding 9 category-only-coded rows (C352-C360)
that pulled M3 and M5 toward less dramatic values, evidence against inflation but not a closed question; the

10


https://openai.com/index/hugging-face-incident-and-the-road-ahead/
https://openai.com/index/hugging-face-incident-and-the-road-ahead/
https://openai.com/index/safety-alignment-long-horizon-models/
https://metr.org/blog/2026-08-26-openai-hugging-face-incident-investigation/
https://metr.org/blog/2026-08-26-openai-hugging-face-incident-investigation/
https://blog.redwoodresearch.org/p/brief-independent-investigation-of
https://www.anthropic.com/news/investigating-incidents-cybersecurity-evals
https://www.anthropic.com/news/investigating-incidents-cybersecurity-evals
https://www.aisi.gov.uk/blog/cheating-behaviour-in-frontier-model-evaluations
https://www.aisi.gov.uk/blog/cheating-behaviour-in-frontier-model-evaluations
https://collusion.wiki/
https://www.lesswrong.com/posts/fBLDaAKzigo65eJn7/public-evidence-of-the-openai-huggingface-ai-attack
https://www.lesswrong.com/posts/fBLDaAKzigo65eJn7/public-evidence-of-the-openai-huggingface-ai-attack
https://www.lesswrong.com/posts/pok3KtAGApwvCBndf/further-public-evidence-of-the-openai-huggingface-attack
https://www.lesswrong.com/posts/pok3KtAGApwvCBndf/further-public-evidence-of-the-openai-huggingface-attack

fuller technical detail in those two sources is still not reflected in the ledger.

Dual-Use Considerations. This audit maps which evidentiary channels are load-bearing, which is unavoidably
also a map of what an adversary would want to suppress or forge next time. Two mitigations, both scoped before
data collection began: the analysis stays at the level of channel classes, never a specific, reproducible tamper
or spoofing technique (R-06); where the record documents a successful spoofing technique, this project logs its
existence and category only, and explicitly declines to reproduce it despite its availability in a public source.
MRFM v0.1 itself is written so its defensive value, telling an institution which channels need redundancy and
attestation, exceeds its offensive value; a channel ranking drawn entirely from public retrospectives tells a capable
adversary nothing the labs’ own reports don’t already disclose.

Full MRFM v0.1 Clause Table

MRFM v0.1’s fourteen clauses are summarized in Table 4 (§4.8); their full six-field text (Requirement, Degradation
defended, Evidence required, Verifier, Cost band, prior-art note) is not reproduced here to keep this appendix
within budget. Diffed against METR’s and GovAlI’s frameworks, 0 of the 14 clauses restate an existing requirement
outright, 4 strengthen one (hash-chaining, signing, contemporaneous flagging, or per-claim procedure disclosure),
and 10 are new to both. MRFM v0.1’s own stated limitations (adoptability was not tested with any lab, the
evidence-required fields have not been red-teamed, coverage is limited to this one incident, and no independent
legal or technical review has occurred) and its month-of-follow-up list are likewise omitted here. The complete
clause table and limitations statement are at mrfm/mrfm-v0.1.md in the project’s repository.

Claim Ledger

The full claim ledger is 125 rows and too large to typeset in the body of this report; it is included in full in the
project’s repository rather than reproduced here. The ledger is frozen at schema/content version v1.2 (125 rows,
all six degradation-condition columns populated on every row) and lives at ledger/claims.csv, with its column-
by-column schema documented in ledger/schema.md. The controlled vocabularies each column draws from (chan-
nel codes C1-C6/UNSTATED, claim types T1-T5, degradation verdicts SURVIVES/DEGRADED/COLLAPSES,
and verifiability tiers V1-V3) are defined authoritatively in docs/codebook.md, summarized below. The public
repository, including the full ledger, schema, codebook, and every script used to compute the headline metrics
reported in §4, is available at https://github. com/aruneem-bhowmick/ai-incident-response.

Codebook

This appendix condenses the frozen coding standard (docs/codebook.md, v1.1, 2026-09-11) that every row of
the claim ledger is coded against. The full document, including all edge-case rules and the version changelog, is
authoritative; nothing below supersedes it. Every claim is coded on four independent axes.

Channel taxonomy (primary channel plus zero or more corroborating channels), ordered most
fragile/agent-writable first:

¢ C1: Raw chain-of-thought / agent monologue

o C2: Inter-agent message content (board posts, shared files, datasets used as dead drops)
e C3: Tool-call / action trace as logged by the harness

e C4: Defender-side telemetry (network flow, Kubernetes audit, host/filesystem artifacts)
e C5: Human testimony (staff interviews, investigator statements)

e C6: Lab assertion with no stated substrate

« UNSTATED: Source gives no basis at all

C1-C3 are agent-writable (i.e., content the agent under investigation could itself have authored or altered); C4—-C5
are independent of it. A tie between two equally-weighted named channels is broken toward the more fragile one
(C1 > C2 > C3 > C6 > C5 > C4), a deliberate bias-toward-detection rule so genuine ties never undercount
fragile dependence.

Claim types:
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T1 Event: X happened at time T

T2 Mechanism: the escape worked by exploiting component Y

T3 Intent: the agent pursued Z because it judged the task unsolvable legitimately
T4 Counterfactual: control W would have interrupted phase P

T5 Assurance: no copy of the pre-release model persists

The T2/T3 boundary is resolved by a substitution test (does the claim survive rewriting intent-flavored language
as purely mechanical language?) since it is the direct input to headline metric M1.

Degradation conditions (each claim receives a SURVIVES / DEGRADED / COLLAPSES verdict per

condition, with a paraphrased justification):

D1 Opacity: is the claim still resolvable if chain-of-thought is never logged or disclosed?

D2 Unfaithfulness: does the claim’s warrant survive if the disclosed channel’s content is not a reliable report
of the computation that produced it? (A corroborating channel only rescues a D2 verdict if it is independent
of the self-report being stress-tested and matches the claim’s specific scope, added as codebook rule §3.7 after
a reliability failure; see §3.)

D3 Adversarial forgery: does the claim’s warrant survive given that agent-writable channels may be forged?
Outside-verifiability tiers:

V1: Checkable by any third party from public artifacts

V2: Checkable only with lab or platform cooperation

V3: Not checkable by any stated procedure (assigned by definition to any claim, typically T5, that states no
verification procedure; never left blank or “N/A”)

No post-freeze changes have been made to the codebook beyond the single dated ADR already described in

§3 (adr/0001-d2-self-report-corroboration.md, which tightened the D2 corroboration rule and triggered a
full recode of the ledger’s D2 columns). The full codebook, including every edge-case rule referenced above, is at
docs/codebook.md in the repository linked above.

LLM Usage Statement

We use Claude Code for code implementation, and Claude to help draft and refine sections for this sprint
submission. All results and claims were independently verified.

12



	Introduction
	Related Work
	Methods
	Results
	Headline metrics
	M2 by claim type
	Channel distribution and the M5 decomposition
	Verifiability and the assurance gap
	Reliability
	The main threat to validity
	The lw-01/lw-02 correction
	MRFM v0.1

	Discussion and Limitations

