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Monolithic Reasoning is Suboptimal

Most LLMs apply the same reasoning strategy across all queries. This is often:
Inefficient (wastes compute on simple tasks)
Opaque (hard to trace why an answer is wrong)
Wrong (uses inappropriate reasoning method)
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Insight - Reasoning Should Be Routed
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LLM routing is just one layer of a broader idea:
Agent routing, where each agent adopts a different
reasoning strategy. Why?

Each query demands a different cognitive mode:
🧠 CoT Agent: Decomposes problems via step-
by-step logic
💻 PAL Agent: Writes and runs code when
needed
🌐 ReAct Agent: Actively searches and responds
in real time



4. CrewAI Agent System
 All reasoning agents built
using CrewAI
 Enables prompt templating,
tools, and full trace logging
LLM: gemini-1.5-flash-latest

5. Assess routing performance
and LLM inference accuracy and
cost-efficiency

ReAct

CoT

Zero-shot

PAL

...

User query gets converted into a
discrete vector (State)
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1. User Query: 
"If a car travels at 60 mph,
how far will it travel in 2.5

hours?”

Reinforcement Learning (RL) Agent to
Choose Thinking Mode:

 Trained on synthetic data to maximize
accuracy by picking the right reasoning

strategy

Synthetic Question-Answer Dataset for
Reinforcement Learning. 
Reward =1 if RL selects the “chosen mode”

2. Feature Extractor
 Parses query into human-interpretable signals
(e.g., length, math, code, "who/what/why")

3. Query Router
 Learns to assign incoming queries (and their features)
to one of 5 agent thinking strategies (aka. Actions)

 (zero_shot, CoT, PAL, ReAct, etc.)

https://github.com/joaomdmoura/crewAI

