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Abstract

Academic Weapon is a Chrome extension designed to accelerate
the onboarding process for new researchers and students in the
field of AI Alignment. By leveraging state-of-the-art Large
Language Models (LLMs), this tool provides contextual assistance
directly within the user's browser, facilitating rapid comprehension
of complex AI safety concepts. The extension's key features
include a smart side panel for in-situ queries, contextual
pre-loading of article content, and quick-access prompts for
summarization and analogy generation. These functionalities
collectively reduce the cognitive load associated with parsing dense
academic literature, allowing users to more efficiently grasp
foundational ideas in AI Alignment. By lowering the barrier to
entry for newcomers and enhancing the productivity of established
researchers, Academic Weapon has the potential to significantly
accelerate progress in AI Alignment research.
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1. Tool overview

At its core, Academic Weapon aims to address the steep learning curve in Al
Alignment research. By making it easier to learn and understand the latest
literature, I hope to allow students to contribute to the field much quicker. After
installing the Academic Weapon Chrome extension, usage is really simple:

To use it, first navigate to a challenging article (for this example, I will be using
Toy Models of Superposition) and highlight some confusing text. Right-click it, and
click “Consult Academic Weapon.”
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https://github.com/later-gater/academic-weapon
https://transformer-circuits.pub/2022/toy_model/index.html
https://www.apartresearch.com/event/research-augmentation-hackathon-supercharging-ai-alignment
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Definitions and Motivation: Features,
Directions, and Superposition

In our work, we often think of neural networks as having features of the input represented

as directions in activation space. This isn't a trivial claim. It isn't obvious what kind of structure
we should expect neural network representations to have. When we say something like "word
embeddings have a gender direction” or "vision models have curve detector neurons”, one is

implicitly making strong claims about the structure of network representations

Despite this, we believe this kind of "linear representation hypothesis" is supported both by
significant empirical findings and theoretical arguments. One might think of this as two

separate properties, which we'll explore in more detail shortly.
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This will open the side panel and copy the selected text into the chatbox.
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* Linearity: Features are represented by direction.

If we hope to reverse engineer neural networks, we need a property like decomposability.
Decomposability is what allows us to reason about the model without fitting the whole thing
in our heads! But it's not enough for things to be decomposable: we need to be able to access

the decomposition somehow. In order to do this, we need to identify the individual features

within a rep on. In a linear representation, this corresponds to determining which

directions in activation space correspond to which independent features of the input

Sometimes, identifying feature directions is very easy because features seem to correspond to
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Now, you can ask the LLM any question about this segment of the article! You can
either interact with the chatbox and edit the text to ask the LLM a question, or you
can click on a Quick Question, a shortcut that allows you to quickly ask the LLM to
simplify, explain, summarize, or create an analogy for the selected segment. Here, I

asked the LLM to create an analogy for the segment.
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If we hope to reverse engineer neural networks, we need a property like decomposability.
Decomposability is what allows us to reason about the model without fitting the whole thing
in our heads! But it's not enough for things to be decomposable: we need to be able to access
the decomposition somehow. In order to do this, we need to identify the individual features
within a representation. In a linear representation, this corresponds to determining which

directions in activation space correspond to which independent features of the input.
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Sometimes, identifying feature directions is very easy because features seem to correspond to

But, what if you still don’t get it? You can continue to query the chatbot with a
custom question any time.
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If we hope to reverse engineer neural networks, we need a property like decomposability.

Decomposability is what allows us to reason about the model without fitting the whole thing

in our heads! But it's not enough for things to be decomposable: we need to be able to access

the decomposition somehow. In order to do this, we need to identify the individual features

within a representation. In a linear representation, this corresponds to determining which

directions in activation space correspond to which independent features of the input.

Sometimes, identifying feature directions is very easy because features seem to correspond to
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neurons. For example, many neurons in the early layers of InceptionV1 clearly correspond to

features (e.g. curve detector neurons [9]). Why is it that we sometimes get this extremely

Furthermore, you can continue to right-click to transfer any selected segment to
the chatbox!
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2. Why this tool should exist

The field of AI Alignment is notoriously complex and rapidly expanding. This tool
is primarily designed to lower the barrier to entry for interested researchers. Since
it will be easier to understand articles that assume prior knowledge, more people
might be incentivized to begin working on AI Alignment problems. Additionally,
anyone working on AI Alignment (even experienced researchers) will be able to
understand bleeding-edge articles more quickly, which will allow them to contribute
to the field more quickly, boosting progress in the field. This is especially important
since the urgency of solving Al alignment necessitates rapid progress and efficient
knowledge transfer. By reducing the time spent on basic comprehension, the tool
frees up cognitive resources for higher-level thinking and problem-solving. This
efficiency boost could lead to faster iterations in research cycles and accelerated
progress towards ensuring the safety and alignment of advanced Al systems.

3. Results and next steps

The main issue I've found with the extension is its inability to read certain
websites. For example, web-hosted PDFs or code from GitHub cannot be accessed
by the chatbot. I am currently working on a solution.
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