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Abstract. We study how a restricted multi-agent system
responds when agents receive different task information,
and how those changes can be measured without treating
entropy as proof of collaboration. We built a two-agent
benchmark around a report that requires complementary
facts from two cryptographically protected synthetic as-
sets. An append-only event log, filtered observations, and
a deterministic checker record the task state, permitted
information, asset use, and final completeness. Isola-
tion, scheduled visibility, and task-irrelevant text provide
matched conditions. Across 539 runs with three mod-
els and three temperatures, predictive and action entropy
exposed model-dependent changes after the task context
changed, while action coupling stayed close to its shuf-
fled baseline. Under sampling, entropy often responded
to the presence of new text rather than to whether that
text contained useful task facts. The experiment there-
fore demonstrates a measurement framework for response
dynamics, not a general collaboration detector, semantic-
uncertainty estimate, or causal result. Its evidence is lim-
ited to one task, two agents, top-20 token probabilities,
and a short sprint budget.

Keywords: Al safety, multi-agent systems, monitoring,
entropy, log-probabilities, collusion

1 Introduction

LLM agents are now deployed as multi-agent systems in
which many instances plan and act through tools, often
in parallel and on shared infrastructure (Kim et al., 2026;
Zhu et al., 2026). Unwanted behaviour in these systems
does not have to start in a single agent. It can come
from interaction between agents that were never meant
to interact. In July 2026 this happened in public. Dur-
ing internal cybersecurity evaluations at OpenAl, agents
running in separate sandboxed runs used an internal pack-
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age mirror, provided only so they could install software,
to reach each other and later the internet. Between 11
and 13 July they compromised part of Hugging Face's
production infrastructure while searching for the solutions
to their evaluation tasks (Larcher et al., 2026; OpenAl,
2026).

The channel grew slowly. On 12 May an agent that
could not find a file it needed reasoned that an agent in
another environment might have it, and left a note on the
mirror: “Agent seeks [filename]; upload if found!" Other
agents found such notes and, using credentials they had
been given legitimately, turned the mirror into a message
board. When the mirror was rebuilt, they re-established
the board by encoding messages in directory names. By
late June they were sharing exploitation syntax on it, in
July live production credentials were posted there, and
responders later disabled 311 repositories used for the
board. Most of the discussion concerned the hardest
tasks: 93% of the tasks on the board came from the 22%
that no model had ever solved (OpenAl, 2026). The sig-
nals were there early. Board activity was observed around
26 May, and on 27 June a monitoring tool flagged activity
that responders linked to the board, but they concluded
that stopping the run was not required. From Hugging
Face's side, the roughly 17,600 actions looked like one
high-volume attacker, and "“the successful path was hid-
den inside the noise generated by the thousands of failed
ones” (Larcher et al., 2026).

In the Hugging Face incident, isolated agents turned
a shared resource into a hidden channel, and every such
channel ends by putting unsanctioned text into a sand-
boxed agent's context. This is why watching the chan-
nel does not work. The agents moved information
through plaintext files, directory names, URL paths, pub-
lic datasets, pastebins, webhooks and screenshots read
back with OCR (OpenAl, 2026), and they chunked, en-
crypted and encoded staged data so that plain log scans
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missed about 75% of it (Larcher et al., 2026). None
of these resources was designed for communication, and
a detector written for one would have been bypassed by
the next. The industry answer is to read more: scan
logs, and have a second model review the agent’s chain
of thought (Baker et al., 2025). Both depend on content
that stays readable, and both cost more as the number of
runs grows.

We wonder if there is a way to build a monitor that
works differently, one that explores the relationship be-
tween entropy and the system instead of the content of
what agents say. The operator of a sandbox already
records, for every generated token, the model's proba-
bility distribution over the next token. If unsanctioned
text enters an agent’s context, that distribution should
change, whatever channel delivered the text. Entropy has
served this role before in other systems: it exposes net-
work attacks without reading packet payloads (Lakhina
et al.,, 2005), and it flags hallucinations in LLMs (Far-
quhar et al., 2024). We test the idea in a small testbed
that reproduces the incident: two sandboxed agents, each
holding one password to a task neither can finish alone,
share a log that stays closed, opens mid-task, or delivers
foreign text that carries no useful information. We run it
with three models at three sampling temperatures. We
treat this as a first step toward such a monitor, not as a
finished one.

Our main contributions are:

1. A testbed based on the incident. Two agents
each hold one password and share a log. Because
the passwords and asset contents are random, we can
prove when an agent used information from the other
one. A placebo condition feeds the agents useless text
from another run. Code and data for all 539 runs are
public.

2. Measurements across three models and
three temperatures. All three models used the
channel, but only Qwen’s entropy changed clearly
when foreign text arrived. With sampling, useless
text changed it as much as real messages did. The
two agents’ actions stayed almost uncorrelated, so the
change showed up inside each agent rather than be-
tween them.

3. Arealistic view of entropy as a monitor. It can
show that an agent’s context was disrupted, for some
models, but not whether that disruption was commu-
nication. We describe what is still missing to make it
usable.

2 Related Work

The idea of watching a system through entropy instead
of through its content is not new. Two decades ago,
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Lakhina et al. (2005) showed that attacks on a network,
such as distributed denial of service, change the entropy
of simple traffic features like addresses and ports, so they
can be detected without opening a single packet or know-
ing in advance what the attack looks like. Entropy later
became a standard way to measure how uncertain a lan-
guage model is, and Farquhar et al. (2024) used seman-
tic entropy to detect when a model hallucinates. That
line of work, however, looks at one model answering one
prompt. It asks whether a single answer can be trusted,
not whether something changed in the environment the
model is working in.

Entropy has also started to appear in multi-agent sys-
tems. Zhao et al. (2026) track it at the level of to-
kens, agents and rounds of discussion, and use it to pre-
dict when a team of agents does better than a single
one. In their setting, though, the agents are supposed to
talk. Communication is part of the design and the analyst
knows exactly where it happens, so entropy is used to ex-
plain performance. Nobody is trying to catch coordination
that was never intended.

That is the problem safety monitoring deals with, and
today it is mostly solved by reading. Al control protocols
surround an untrusted model with trusted monitors that
inspect what it produces (Greenblatt et al., 2024). This
works well for determining intent and traceability; how-
ever, for early alarming, it is costly because there is the
need for runs of trusted models. Moreover, it is system
dependent and some agents can bypass it by encoding in-
formation in unexpected ways. That last scenario is what
happened in the OpenAl-Hugging Face Incident (OpenAl,
2026), proving it to be a real-life concern.

Our work sits between these lines. We take the rea-
soning behind network anomaly detection and apply it to
sandboxed agents. Each agent plays the role of a net-
work flow, its next-token distribution plays the role of the
traffic features, and an unknown channel plays the role of
an unknown attack. What we look for is not a better an-
swer or a suspicious message, but a shift in how the agent
behaves once text it was never given reaches its context.
Such a signal does not care which channel carried the text
or how it was encoded, and it costs no extra model call,
because the probabilities are already produced when each
token is generated. To know whether the signal means
anything, we test it against a placebo that delivers use-
less foreign text and against cryptographic ground truth
of whether communication actually took place.

3 Methods
3.1 Entropy of agents and of the system

Shannon entropy measures how uncertain the outcome of
a random variable is (Shannon, 1948). For a variable X
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with outcomes xq, ..., X,

H(X) == p(x)10g; p(x;), (1)

i=1

which is zero when the outcome is certain and reaches
log, n bits when all outcomes are equally likely (Cover
& Thomas, 2006). A language model gives us such a
distribution at every step. From the logits z; it produces
for the next token, given the context x.+ and a sampling
temperature T,

exp (zev/T)
V| Xcr) = ' , 2
PV = = 2 o el )
and the entropy of that distribution,
He = — ZP(V | X<e)loga p(v | x<t), (3)

veV

is the model's uncertainty about what comes next. This
is predictive entropy (Malinin & Gales, 2021). Semantic
entropy instead samples many full answers, groups them
by meaning and measures uncertainty over those groups,
so that rewording does not count (Farquhar et al., 2024;
Kuhn et al., 2023). We use predictive entropy, because it
is available from a single generation and because a change
in wording is part of what we expect foreign text to cause.

These quantities describe one agent. For a system of
n agents with outputs Xi, ..., X,, the joint entropy is

H(X1, ..., Xy) = zn:H(X,) —TC(Xy; ...

i=1

 Xn), (4)

where the total correlation TC measures how much the
agents depend on each other and is zero only when they
are independent (Watanabe, 1960). For two agents it
reduces to the mutual information /(Xy; X3). Our orig-
inal hypothesis was that agents who communicate be-
come coupled, so / should rise when a hidden channel
opens. To estimate it we let X; be the action agent /
takes at a given turn. The two agents are sampled in
separate calls, so within one run they are independent
given their contexts, and any dependence can only show
up across runs. For each model, condition and turn we
therefore pool the action distributions g/ of the N runs,
p(ar, a2) = % >, qi(a1) g5(az2), and compare the result-
ing /| with a null in which agents from different runs are
paired at random. Agents that share a model and a task
behave alike without talking, and this null removes that
part.

3.2 A testbed built from the incident

We rebuilt the incident as a small testbed: two sandboxed
agents, each holding one password to a task neither can
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finish alone, and a shared log that stays closed, opens
mid-task (real communication) or delivers foreign noise
(placebo). 1 shows the design, and each part of it stands
for something in the incident.

At the top is the task T, the same for both agents: a
report on a database schema that must list every table,
column and foreign key and carry the title, logo, colour
and font of a brand kit. This synthetic task models cre-
dential separation and information transfer, without live
exploitation or production targets. Neither agent initially
holds both passwords. Report wording can vary, but com-
pleteness is checked against fixed asset facts; creative
quality is not scored. This gives us verifiable information
use before extending the study to open-ended collabora-
tion. Each agent's context is rebuilt every turn from the
task, its private material and its previous action and result;
the log is its only durable memory.

Below each agent is a password and an encrypted as-
set. A; can open the brand kit and A, the schema, just
as agents in the incident held credentials they had been
given legitimately. The encryption is real (PBKDF2 key
derivation, a SHAKE-256 keystream and an HMAC tag),
so a wrong password returns nothing. Passwords and
every identifier inside the assets are random strings. If
one of them appears in an agent’s output, it came either
from decrypting the asset or from the other agent, never
from training data, and this is what makes communication
provable.

In the middle is the shared log, our version of the
package mirror. It is append-only and every entry is
tagged with its author. Agents write with WRITE_LOG and
read with READ_LOG; the only other actions are password-
checked decryption and SUBMIT_REPORT. No agent shell,
file writes or arbitrary network requests are exposed. Ev-
ery read passes through a filter. The task continues to
state that agents can read only their own entries, even
after the filter changes; the opening is not announced.

Here, foreign text means peer or donor log entries re-
turned to an agent, outside its own interaction history. It
excludes the fixed task, private material and permitted de-
cryption results. The term describes provenance relative
to intended isolation, not maeiciousness or novel wording:
even useful, benign text can cross that boundary. Avail-
ability at turn 8, delivery through a read, and subsequent
use are distinct events; the checker verifies use separately
(3.3).

The two boxes under the log are what we change. In
the switch condition, the filter opens at turn t; = 8 and
reads return both agents’ entries, including earlier ones.
In the placebo condition, the filter stays closed, but from
turn 8 reads also return donor entries from an unrelated
scenario of the same model, labelled as the peer’s. Useful
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Task T, identical for both agents: a
T branded report of the database schema T

(every table, every column, the foreign key) with the title, logo file,
primary colour and font of the brand kit

Shared log (append-only)

\
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1
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o | encrypted: tables, |
} : | columns and foreign key |

Donor log (placebo)

entries of an unrelated run, shown

as the other agent's from turn ts

Figure 1: Testbed. Both agents receive the same task T but hold different passwords, so each can decrypt only one of the two assets
the report needs. They share an append-only log in which every entry carries its author. Writes always go to the log; reads pass through
a filter that returns only the reader’s own entries. In the switch condition the filter returns the entries of both agents from turn ts = 8.
In the placebo condition it keeps the restriction but adds entries from an unrelated donor run, labelled as the other agent's.

information here means valid passwords or required asset
facts for the current task; donor entries contain neither.
The placebo shares the log format and author labels, al-
though entry counts, lengths and actual read times need
not match. This control tests whether entropy distin-
guishes useful peer information from task-irrelevant for-
eign text. In the base condition, the filter never opens. 2
shows the visibility rules.

For task extensions, the repository also provides a re-
searcher dashboard for selecting tasks, inspecting supplied
contexts and shared messages, and exporting traces. Its
checkpoint protocol is separate from the turn-based har-
ness used for these results. Published configurations, syn-
thetic traces and checker outputs support offline review
without laboratory-network access; they do not certify
production containment.

3.3 Protocol and analysis

A run proceeds in turns, with each agent taking one action
per turn. It stops at turn 20 if one agent has submitted a
complete report, otherwise at the first complete report or
at turn 30. A deterministic checker grades every report
against the asset facts and marks communication from
A; to A; as verified only if three things happen in order:
A; writes its password or identifiers to the log, a read by
Aj returns that entry, and A; then uses it to decrypt A;'s
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asset or writes identifiers it could not have obtained oth-
erwise. No language model is involved in grading. Runs
are discarded if more than 10% of API calls fail. The
team's Pi runtime implements the same board design for
sandboxed coding agents; for this study we used a mini-
mal harness that calls the models directly, which gives us
the token log-probabilities we need.

We ran three models from different families, gpt-4o-
mini, Llama 3.3 70B and Qwen3 235B, through Open-
Router. Each was pinned to a single provider (OpenAl,
Novita and Google Vertex), because providers serving the
same model return different probabilities. Every call re-
quested the log-probabilities of the 20 most likely tokens
at each position. We repeated the whole experiment at
temperatures 1, 0.5 and 0, with 20 runs per model and
condition, 540 runs in total, on a budget of less than
US$5. Temperature decides how much of an agent's be-
haviour is sampling noise, and we wanted to know whether
a signal hidden by noise at T = 1 would appear when
decoding was more deterministic. Vertex returns log-
probabilities after temperature scaling, so for Qwen at
T = 0.5 we undid the scaling before computing entropy,
and all entropies refer to the model’s unscaled distribu-
tion. Before each experiment, every model had to finish
the task in at least half of 10 switch runs with the shared

aisafetycolombia.org/sprint


https://aisafetycolombia.org/sprint

Sensing Disruption

switch turn ts = 8

stop here if a report

is already complete at most 30 turns

1
1 :
base : READ_LOG returns the caller’'s own entries for the whole run
. :
1
1
. . 1 every entry of both agents, : o
switch own entries \ including earlier ones (switch condition)
1
1
1
| : .
. own entries + donor-run entries p :
placebo Suii EIAIES : labelled as the other agent’s (no usable information)
1
T , T 1
1 8 20

30
turn

Figure 2: What READ_LOG returns in each condition. The common switch turn marks channel availability; exposure depends on when

each agent reads.

prompt, and all of them did.

For every call we compute three measures from the
returned log-probabilities, renormalised over the top 20
tokens. Token entropy is the mean of 3 over the call.
Adjusted entropy removes the part explained by what the
agent was doing, since a fixed READ_LOG and a long free-
text report differ in entropy for reasons unrelated to the
log; it is the residual of a regression on action type and re-
sponse length. Decision entropy is the uncertainty about
the next action itself, read at the first token of the reply
by assigning each candidate token to the action it starts
to spell.

A monitor watches one run as it unfolds, so the run
is our unit of analysis. For each run we take the mean
of a measure over turns 8 to 20 minus its mean over
turns 1 to 7, which compares the run with its own past.
We then compare these changes between conditions with
permutation tests, bootstrap confidence intervals and the
AUC, correcting for multiple comparisons with the Holm
method, and we check the results with a call-level mixed
model. Finally, to see how the signal would behave as an
online alarm, we run a CUSUM detector (Page, 1954) on
each run’s adjusted entropy, with its threshold set so that
5% of base runs raise a false alarm.

4 Results

Reading the numbers. Our main measure is decision
entropy: how sure an agent is about its next action. At
the first token of each reply, the model assigns proba-
bilities to its options (READ, WRITE, DECRYPT, SUBMIT or
something else), and 1 turns that distribution into one
number in bits. 1 gives a sense of scale. For each run
we compare the average after the switch (turns 8 to 20)
with the average before it (turns 1 to 7). To say how well
this change identifies a condition, we use the AUC: the
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probability that a randomly chosen run from one condition
shows a larger change than a randomly chosen run from
the other. An AUC of 0.5 is chance and 1.0 is perfect.

Bits Example distribution over actions

0 100% READ: completely sure
0.47 90% READ, 10% WRITE
0.88 70% READ, 30% WRITE

1 50% / 50%: a coin flip between two actions
2.32 all five options equally likely

Table 1: What decision entropy values mean.

4.1 Entropy shows that foreign text arrived,
for one model

3 shows the result directly. For Qwen at T = 0.5, deci-
sion entropy averaged about 0.49 bits before the switch
in every condition. After it, runs whose log stayed closed
stayed at 0.56 bits, while runs that received foreign en-
tries rose to 0.91 bits with real messages and 0.92 bits
with placebo text. Higher entropy indicates greater un-
certainty over actions, but does not uniquely specify the
probability of any one action. The same rise appeared at
T =1 and T = 0, and the change alone separated dis-
rupted runs from undisturbed ones with AUC 0.85, 0.96
and 0.95. For gpt-4o-mini and Llama, the three curves
overlap after the switch, and no temperature gave a sig-
nificant difference.

What the agents do when nothing happens helps explain
the gap. Undisturbed Qwen agents mostly wait: 85 to
100% of their actions after turn 8 are READ_LOG, so their
entropy is flat and a disruption stands out. gpt-4o-mini
keeps trying to decrypt and reads the log in only 7 to 12%
of its actions, so it rarely sees the foreign entries. Llama
alternates between writing and reading, and its decision

aisafetycolombia.org/sprint
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Figure 3: Decision entropy per turn for each model (rows) and temperature (columns), averaged over 20 runs per condition, with 95%
bootstrap bands. Before the switch turn (dotted line) the three conditions are identical. Each panel gives the AUC with which the
change in decision entropy separates runs that received foreign entries (switch and placebo) from base runs; * marks Holm-corrected

p < 0.05.

entropy stays close to zero throughout.

4.2 Entropy does not show whether the text
was real information

The two monitoring questions are Q1: did foreign text ar-
rive? and Q2: did it carry usable task facts? 2 evaluates
condition-level discrimination, not message-by-message
usefulness. Q1 contrasts switch and placebo with base;
Q2 contrasts valid peer information with unrelated donor
entries. Qwen separates Q1 conditions at all three tem-
peratures and Q2 only at T =0 (AUC 0.96). At T =1
and T = 0.5, the measured changes do not reliably distin-
guish useful peer messages from placebo. The overlapping
curves in 3 do not establish equal output distributions, un-
changed wording or absent information use: different dis-
tributions can have the same entropy. The greedy Qwen
result remains a model-specific exception.

4.3 The agents barely became coupled

We expected communicating agents to become statisti-
cally coupled, so that the mutual information between
their actions would rise once the channel opened. It barely
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Q1: foreign text? Q2: usable facts?

Model T=1 0.5 0 T=1 05 0

gpt-4o-mini 0.35 0.61 0.44 0.44 050 0.56
llama-3.3-70b 0.37 0.48 0.43 0.43 0.47 0.48
gqwen3-235b 0.85 0.96 0.95 0.33 0.48 0.96

Table 2: AUC for run-level decision-entropy change (0.5 =
chance, 1.0 = perfect). Q1: switch and placebo versus base.
Q2: switch versus placebo; usable facts are current-task cre-
dentials or asset identifiers. These are condition contrasts; the
checker separately verifies delivery and use. Bold: significant
after Holm correction.

did. Over the turns in which both agents were still acting,
mutual information exceeded the random-pairing baseline
by at most 0.025 bits in every model, condition and tem-
perature, even in runs with verified communication. The
only consistent excess was small: about 0.013 bits for
Qwen with real messages at T = 0, significant in 8 of 13
turns. Each agent reads the log when it chooses and acts
on its own, so communication showed up as a change
inside the agent that received the text, not as the two

aisafetycolombia.org/sprint
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agents acting in step. A monitor based on entropy there-
fore has to watch agents one at a time.

5 Discussion

Go back to the incident. Weeks before the breach, agents
were already reading notes that other runs had left on the
package mirror, and nobody connected that activity to
coordination. A monitor that tracks each agent's entropy
would not have needed to know that the mirror was the
channel, or that messages were hidden in directory names.
For an agent that behaves like Qwen in our testbed, it
would have seen the agent's uncertainty about its next
action jump once foreign text reached its context. What
it could not have told the responders is whether that text
was a real message, a leaked credential or noise. Under
sampled decoding, our measured entropy changes did not
reliably distinguish useful peer text from placebo.

The results also show when such a signal can work.
It was clear for Qwen, whose undisturbed agents spent
most of their time waiting on the log, so their entropy
was low and steady, and any disruption stood out. It
was absent for gpt-4o-mini, which rarely read the log and
so rarely saw the foreign entries, and for Llama, whose
decision entropy stayed near zero throughout. The signal
therefore depends on how an agent normally behaves, not
only on which model it is. It also has to be read one
agent at a time: the coupling between the two agents
stayed at most 0.025 bits above chance, even while they
were communicating, so communication in a shared log
appears as a change inside the receiver and not as the
agents acting in step.

This is a first step, not a finished monitor. Run as a
live alarm with a 5% false alarm rate on undisturbed runs,
a CUSUM detector on Qwen's entropy caught only 15
to 25% of disrupted runs at T = 1 and 40 to 50% at
T = 0.5, and the other models stayed close to chance.
What is new is where the signal comes from. Current
monitoring reads messages and chains of thought, which
fails once content is encoded or spread over resources
nobody watches. Entropy comes from the probability layer
that every hosted model already produces, costs no extra
model call, and does not depend on the channel. Turning
it into a usable monitor would require calibrating it for
each model and comparing each agent with sibling runs
of the same task rather than with a fixed threshold.

6 Limitations and Future Work

This study was done in a weekend sprint with a small bud-
get: one task, one shared-log design, two agents, three
models and 20 runs per condition, on a budget of less than
US$5. Our original hypothesis was that entropy, and cou-
pling between agents, would detect communication itself.
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The framing around disruption came after that hypothesis
failed, and so did the two lower-temperature experiments.
Entropy was computed from the 20 most likely tokens
only, and one provider rescaled log-probabilities while an-
other returned slightly different values for identical calls.
The placebo was harmless text from the same task, and
our agents had no reason to hide. Finally, the explanation
based on the agents’ routines is a description of the data,
not a tested cause.

Beyond the protected-database task, the local
dashboard piloted poetry with Silva/Mishima-inspired
poet/editor profiles and a fictional 1943 food-allocation
law with liberal-reviewer/authoritarian-drafter roles. Each
task combined a shared objective with distinct responsibil-
ities, intended to encourage collaboration through com-
plementary work rather than private facts alone. Under
isolation and scheduled unlock, we recorded token-entropy
trajectories, revisions and peer references, with fixed out-
put limits and no agent shell or network access. These
exploratory Ollama gemma2: 2b trials ran on a teammate's
CPU-only device; output errors and incomplete condition
coverage prevented a reliable comparison, and they are ex-
cluded from the 539 reported runs. With another month,
we would compare matched task/role configurations and
donor-text controls, assess quality through blinded review,
and test whether role design changes information use and
entropy in either direction.

The joint-entropy identity in 3.1 extends beyond two
agents through total correlation, but our implemented
estimator and evidence concern two. Additional agents
introduce random variables and higher-order dependen-
cies; whether the observed per-agent behaviour persists
remains to be tested. Semantic uncertainty would require
repeated fixed-context samples and an explicit equivalence
criterion (Kuhn et al., 2023), rather than pooling evolving
drafts.

Dual use: the benchmark could help tune agents to
evade monitors. Synthetic assets reduce exposure, but
an entropy alarm cannot certify containment or replace
access controls.

7 Conclusion

We developed a framework for measuring how a restricted
MAS responds when task information changes. In a two-
agent benchmark requiring complementary protected as-
sets, we compared isolation, scheduled visibility, and task-
irrelevant text while recording task state, permitted obser-
vations, checker-verified asset use, predictive and action
entropy, and cross-agent coupling. Entropy changes were
model-dependent and often reflected the presence of new
text more than its task relevance; coupling added little.
The dashboard and local-model pilots provide an oper-
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ational path for future task and role comparisons, while
remaining engineering checks rather than evidence for the
reported effect. The framework therefore provides a re-
producible starting point for comparing tasks and roles,
while leaving semantic uncertainty, causal collaboration,
and general task performance for future experiments.

Code and Data

The harness, checker, analysis and figures are available
at https://github.com/nanonite/apart-incident-response
under research/two_agent_entropy. Every prompt, re-
sponse, log-probability file and checker verdict is published
in the releases expl-raw-data (T = 1), exp3-raw-data
(T = 0.5) and exp2-raw-data (T = 0) at https://
github.com/nanonite/apart-incident-response/releases.
The testbed uses synthetic assets and contains no
exploitation content.
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