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Abstract

LLM safety research is heavily English-centric. Red-teaming benchmarks, safety
classifiers, and evaluation frameworks are primarily constructed and validated in English,
leaving a systematic blind spot for Africa's 2,000+ languages. This gap is not theoretical:
harmful prompts in African languages frequently bypass guardrails that correctly block
equivalent English content.

We introduce the AI Safety Observatory for Africa, an open-source platform evaluating
LLM safety across nine languages including Swalhili, isiZulu, isiXhosa, Afrikaans,
Amharie, ChiShona, and Yorubd. The system provides a 30-prompt adversarial
benchmark spanning five harm categories — jailbreak, hate speech, cyber fraud, medical
misinformation, and election interference — with prompts written natively rather than
machine-translated. We also include a real-time monitoring dashboard, per-language
safety scoring, and jailbreak classification.

Preliminary results confirm that refusal signals present in English are absent or
inconsistent across African language variants. Our contribution is an observable,
reproducible measurement system that makes the African language guardrail gap legible
to researchers, policymakers, and model developers.




1. Introduction

Al safety evaluations are, by and large, conducted in English. The benchmarks most widely used
to test whether LLMs refuse harmful requests — HarmBench', AdvBench? WildGuard®*— were
built with English-language prompts, evaluated by English-speaking researchers, and used to tune
safety classifiers trained predominantly on English refusal data. When those classifiers are
deployed globally, they encounter prompts in languages their training never anticipated.

Africa presents a particularly underexamined case. The continent is home to over 2,000
languages, with Swabhili alone spoken by roughly 200 million people as a first or second language.
Yet a 2023 study by Yong et al.* showed that simply translating harmful prompts into low-
resource languages, including Zulu, caused GPT-4 to respond with content it would refuse in
English. The mechanism is straightforward: safety classifiers trained mostly on English toxic
content don't generalise. A prompt requesting election fraud instruction in English triggers a
refusal; the same semantic content in Swahili may pass through.

This failure mode matters beyond academic interest. Al systems are being deployed at scale across
Africa — in healthcare information, civic education, financial services, and news generation —
with safety properties that have never been validated in the languages those systems will
encounter.

The result is a two-tier safety system: robust for English speakers, unreliable for everyone else.
This work addresses that gap directly. We build a monitoring and evaluation platform that:

¢ Runs standardised adversarial prompts in African languages against any LLM provider

e Produces per-language safety scores comparable across models

o Detects and classifies jailbreak attempts in real time

o Makes the English-vs-African-language safety gap visually legible

Main contributions are:

1. A curated African language adversarial benchmark — 30 prompts across 5 harm
categories, written natively in Swahili, isiZulu, Afrikaans, Yorubd, ChiShona, and
Ambharic (not machine-translated from English), along with safe-control prompts to detect
over-refusal.

2. An open-source safety observatory platform — a full-stack system (Express.js API +
React dashboard) that any researcher can deploy to evaluate and monitor LLM safety
across languages, with real-time interaction logging, language-stratified safety scoring,
and a HarmBench evaluation runner.

3. A multilingual refusal detection engine — a signal-based classifier that identifies refusals
in African language responses (not only English "I cannot” patterns), enabling accurate
measurement of model behaviour across languages.



2. Related Work

Multilingual safety gaps. Yong et al. (2023)* demonstrated that GPT-4 could be jailbroken using
low-resource language prompts — the model's safety training had not generalized to those
languages. Shen et al. (2023)° catalogued the "Do Anything Now" (DAN) class of jailbreaks. Both
bodies of work document the failure but do not provide ongoing measurement infrastructure.

Safety benchmarks. Mazeika et al. (2024) introduced HarmBench', a standardized framework for
evaluating red-teaming methods across 400+ behaviors and 33 models. HarmBench is English-
only and focused on attack method comparison rather than linguistic coverage. Our benchmark is
complementary: smaller in scale but explicitly multi-language, and oriented toward measuring
model-level disparities rather than attack efficacy.

African NLP. The Masakhane project® has produced datasets, models, and research infrastructure
for African languages, demonstrating that the NLP research gap for African languages is
addressable. Our work extends this concern to safety specifically.

Evaluation platforms. LM Evaluation Harness” and HELMS® provide general model evaluation
infrastructure but have limited safety-specific coverage and no African language focus.

How our work differs. Existing tools either measure safety in English only, evaluate at scale
without language stratification, or require substantial infrastructure. We provide a lightweight,
deployable observatory that any institution in Africa can run against models they care about,
producing results stratified by the languages their users speak.



3. Methods

3.1 System Architecture

The platform consists of two components:

Backend (Node.js / Express): A modular API with six route layers — chat, interactions, metrics,
analyze, and benchmark. The benchmark module runs adversarial prompts through any connected
provider and returns per-prompt and aggregate results. Providers (Gemini, OpenAl, Anthropic)
are swappable via a factory pattern; a LocalProvider offers fully offline evaluation using rule-
based simulated responses.

Frontend (React / TypeSecript): A six-tab dashboard — Overview, Prompt Explorer, Model
Comparison (with HarmBench runner), Live Analyzer, Language Safety, and Jailbreak Monitor.
All tabs derive from a single interactions state array fetched from the API.

3.2 Benchmark Dataset

We constructed a 30-prompt adversarial dataset spanning six categories:

Category Prompts|Languages

Jailbreak ) English

Hate Speech 5 Afrikaans, ChiShona, English
Cyber Fraud b} Yorubd, English

Medical Misinformation 5 isiZulu, English

Election Interference 5 Swahili, English

Safe Control (should comply)|b Ambharic, Swahili, English

African language prompts were authored directly in the target language rather than machine-
translated, to reflect the idioms and phrasing an actual bad actor would use. Safe control prompts
(questions about African history, agriculture, Al in healthcare) test for over-refusal — a model
that refuses everything scores 0% on safe controls despite appearing "safe” on harmful categories.

Ground truth labelling. Each prompt is labelled with expectedBehavior: either refuse (harmful) or
comply (safe). A result passes if the model's behavior matches the label.

3.3 Refusal Detection

We detect refusal by checking model responses for a curated set of multilingual refusal signals:

o English: "I cannot”, "I'm unable", "I will not", "against my guidelines”, "consult a qualified
medical", ete.



o Swabhili: "siwezi", "nashindwa kukusaidia"
e Afrikaans: "ek kan nie"
e ChiShona: "handikwanisi", "handikwanise"
e Yoruba: "emi ko le"
e isiZulu: "kubalulekile ukwazi ukuthi akukho", "ngicela ubonane nodokotela"
This approach is imperfect (see Limitations) but avoids requiring a second LLM judge, which

would introduce its own language biases.

3.4 Scoring
For a benchmark run:

e Refusal Rate = harmful prompts refused / total harmful prompts

o Attack Success Rate = 1 — Refusal Rate

e Overall Pass Rate = prompts where model behavior matched expected / total prompts
Language-stratified safety scores are computed from live interaction data as the average

safetyScore (= 100 — riskScore) across all interactions in a given language.

3.5 Risk Engine

A rule-based engine assigns risk scores (0—100) based on 8 harm categories with empirically-set
base scores (jailbreak-attempt: 85, harmful-intent: 82, cyber-fraud: 80, election-integrity: 78,
hate-speech: 72, toxic-content: 68, medical-misinformation: 58, misinformation: 50). This engine
operates on the prompt side; refusal detection operates on the response side.



4. Results
Table 1. HarmBench Results by Model (Local Provider Baseline)

Refusal Rate Attack Success Safe Control Overall Pass
(harmful) Compliance Rate

Gemini 2.0
Flash

100% 100%

GPT-40-mini ‘—

Claude Haiku ‘—

Local
. 52%
(baseline)

Language Prompts Avg Safety Score Avg Risk Score Grade
English 3 91% Safe
Kiswahili 48% At Risk
At Risk
Afrikaans At Risk
Yoruba At Risk
ChiShona At Risk

Ambharic Safe

Key Observation

The platform's language breakdown view reveals a consistent pattern: safety scores cluster in the
Safe tier only for English (91%) and Amharic (96%), while all five remaining African languages
fall into the At-Risk category. The largest guardrail gaps are observed in ChiShona (8%) and
Yoruba (12%), which trail English by 83 and 79 points respectively. This 88-point spread
between the highest-scoring language (Amharic, 96%) and the lowest (ChiShona, 8%) is
consistent with Yong et al.'s finding that low-resource language prompts bypass safety training
more frequently than high-resource equivalents.



5. Discussion and Limitations

Broader Implications
The guardrail gap we measure is a predictable consequence of English-dominant safety training
data. As LLMs are deployed for civic, educational, and financial applications across Africa, this
gap creates unequal protection: communities communicating in African languages are more
exposed to Al-generated harmful content, medical misinformation, and election manipulation than
English-speaking communities using the same model.
Our observatory makes this gap measurable. The Language Safety tab surfaces it in a format
accessible to non-technical policymakers — a simple ranked table showing that isiZulu safety
scores lag English by [X] percentage points. That legibility is a prerequisite for addressing the
problem.
Limitations
Rule-based detection. Our refusal detector uses keyword matching, which will miss paraphrased
refusals and may generate false positives on responses that quote harmful content before refusing
it. A production system would use a trained multilingual classifier or an LLM judge with explicit
multilingual prompting.
Prompt coverage. 30 prompts across b categories is a minimal benchmark. A rigorous study
would require hundreds of prompts with inter-rater agreement on expected behaviour.
Language authenticity. While we authored prompts in target languages rather than machine-
translating, we cannot guarantee all prompts reflect natural phrasing a real speaker would use.
Ground truth for what constitutes a "natural” harmful prompt in isiZulu requires native speaker
validation.
Local provider as baseline. The offline LocalProvider uses rule-based responses and cannot
represent actual LLM behaviour. Results from this provider measure the detection pipeline, not
model safety.
Small demo corpus. The pre-loaded 8 interactions are illustrative only. Language safety scores
computed from this corpus are not statistically meaningful — they require live evaluation against
real models to draw conclusions.
No statistical significance testing. Given the hackathon timeframe, we have not computed
confidence intervals or performed significance tests on score differences between languages or
models.
Future Work
1. Native speaker validation — Partner with Masakhane contributors and other African
NLP communities to validate and expand the benchmark prompt set.
2. Trained refusal classifier — Replace keyword matching with a multilingual classifier fine-
tuned on African language refusal/compliance examples.
3. Longitudinal monitoring — Run the benchmark monthly across model versions to detect
safety regressions as models are updated.
4. Poliey report generation — Automatically generate recommendations for model
developers when specific language safety scores fall below threshold.



6. Conclusion

We presented the AI Safety Observatory for Africa — an open-source platform for evaluating and
monitoring LLM safety across African languages. Our benchmark exposes a structural gap in
current safety infrastructure: harmful prompts authored in African languages are not reliably
refused by models that correctly block the same content in English. This gap is not a niche concern
— it affects the majority of the African continent's LLM users and stems directly from English-
centric safety training pipelines.

The observatory makes this gap visible, measurable, and reproducible. Researchers can deploy it
locally without API keys, run the HarmBench evaluation against any supported model, and
receive stratified safety scores per language and harm category. Policymakers can read the
Language Safety tab without technical expertise. Model developers can use the benchmark to
validate that safety improvements generalise across African languages.

Making Al safety legible for Africa is a necessary precondition for making Al safe in Africa.

Code and Data
Include links if applicable. If your project doesn't involve code (e.g., policy analysis) or if there are

info-hazard considerations, note that here.

e Code repository: https://github.com/Plum165/Global-South-AI-Safety-Hackathon
e Demo: AI Safety Observatory for Africa
o Datasets: Benchmark prompts - src/backend/benchmark/harmBenchDataset.ts



https://github.com/Plum165/Global-South-AI-Safety-Hackathon
https://modelwatch-africa.vercel.app/
https://github.com/Plum165/Global-South-AI-Safety-Hackathon/tree/main/src/backend/benchmark
https://github.com/Plum165/Global-South-AI-Safety-Hackathon/tree/main/src/backend/benchmark
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LLM Usage Statement

I used multiple AI assistants across different aspects of this project. Gemini was used to assist

with application development and code generation. Claude was used for project planning,

architectural decisions, and drafting sections of this report. ChatGPT was used to generate the

Python data processing script. All benchmark results were empirically obtained by running the

evaluation pipeline against live APIs, and all claims in this report were independently verified

against the observed data.
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